
 

345 Corresponding author: B. Sazdić-Jotić;  
E-mail: boban.sazdic.jotic@vs.rs  
DOI: 10.5937/OTEH26058S 

FEDERATED LEARNING FOR AUTONOMOUS DISTRIBUTED GNSS 
JAMMING SWARMING STATIONS 

BOBAN SAZDIĆ-JOTIĆ 
Military Technical Institute, Belgrade, boban.sazdic.jotic@vs.rs 

DRAGANA BOJIĆ 
Military Technical Institute, Belgrade, dragana.bojic@mod.gov.rs 

RADIANA BRUSIN 
Military Technical Institute, Belgrade, radiana.brusin@mod.gov.rs 

 

Abstract: The wide implementation of Global Navigation Satellite Systems has declared these technologies critical assets 

in both military operations and civilian infrastructure. Consequently, Global Navigation Satellite Systems have become 

a critical target for Electromagnetic Spectrum Operations. Traditional centralized jamming systems, however, are often 

inadequate in complex and dynamic electromagnetic environments and in large geographic areas due to weaknesses such 

as single-point failures, increased latency, and restricted signal range. To overcome these limitations, there is a need for 

autonomous, distributed jamming architectures capable of adapting to dynamic electromagnetic environments. This 

paper proposes a decentralized approach powered by Federated Learning to enable a swarm of jamming agents to 

collaboratively learn and execute electronic attack. Federated Learning was selected to reduce communication overhead 

and enable effective coordination among multiple agents in complex, large-scale environments where synchronization is 

essential for neutralizing dynamic military targets. To evaluate system performance, we observed the Jamming-to-Signal 

Ratio at the Global Navigation Satellite Systems receiver point, ensuring the effectiveness of the distributed electronic 

attack strategy. Our results show that this approach provides excellent adaptability in non-stationary, high-mobility 

scenario compared to traditional centralized jamming strategies. Exploiting the collective intelligence of multiple 

autonomous agents and improving the Jamming-to-Signal Ratio at the target receiver, the proposed approach achieves 

higher operational efficiency and resilience against counter-jamming measures. The Federated Learning framework sets 

up a scalable and robust foundation for future multi-agent coordination in military electromagnetic spectrum operations. 

Keywords: agents, artificial intelligence (AI), electromagnetic spectrum operations (EMSO), Federated Learning (FL), 

Global Navigation Satellite Systems (GNSS), Jamming-to-Signal Ratio (JSR). 

 
1. INTRODUCTION 
Electromagnetic Spectrum Operations (EMSO) include 
coordinated combat military actions to profile, exploit, and 
protect the electromagnetic environment, combining 
electronic warfare (EW) with spectrum management. The 
primary purpose of EMSO is to achieve superiority and 
unrestricted access to the electromagnetic spectrum (EMS) 
for friendly forces while at the same time denying its use 
to foes. In modern multi-domain conflicts, this is obtained 
by enabling precision electronic attack (EA), covered and 
secure communication, and early warning capabilities. 
However, modern EMSO cope with severe limitations due 
to the extreme congestion of the radio frequency (RF) 
environment, the proliferation of commercial off-the-shelf 
(COTS) software-defined radios (SDR), and the 
vulnerability of centralized EW architectures [1]. 

Crucial and specific aspect of successful EMSO is the 
exploitation of possibly weakens point which are Position, 
Navigation, and Timing (PNT) signals, most notably the 
Global Navigation Satellite System (GNSS) [2]. The 
primary military purpose of GNSS, that engages satellite 
constellations such as GPS, GLONASS, Galileo, and 

BeiDou, is to serve as the primary and global tool for 
giving precise, real-time spatial and temporal information. 
The critical limitation of GNSS comes from its extreme 
vulnerability to electronic interference [3], [4], both 
intentional and unintentional. Unintentional interference 
arises from civilian infrastructure, space weather 
phenomena, or RF cosmic radiation and harmonic 
emissions from nearby communication equipment, which 
inadvertently degrade sensitivity of GNSS receiver (GNSS 
RX). Intentional interference stands for a deliberate tactical 
deployment and engagement of EA assets. From an EMSO 
perspective, GNSS jamming and spoofing offers profound 
tactical benefits by creating localized denial-of-service 
(DoS) zones for PNT signals [4]. 

In response to these general threats, modern defensive 
doctrines have integrated advanced GNSS protection 
mechanisms, complicating the EMSO scene [5]. Current 
military GNSS RXs are increasingly equipped with anti-
jamming capabilities, such as spatial-temporal anti-
jamming processing (STAP) [6], Controlled Reception 
Pattern Antennas (CRPA) [7], and multi-constellation 
fallback algorithms. While these electronic protection (EP) 
techniques enhance PTN resilience, they turn the EMS into 
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a highly dynamic, asymmetric environment. For offensive 
EMSO, traditional high-power, centralized jamming 
stations or jammer (JX) are no longer fully effective, as 
protection techniques can nullify static interference 
sources [7]. 

To overcome these sophisticated defense techniques, this 
paper proposes a distributed autonomous GNSS jamming 
framework based on artificial intelligence (AI). Rather 
than relying on a single vulnerable JX, the proposed 
architecture coordinates a swarm of geographically 
distributed, low-cost and low-power JX capable of 
executing synchronized jamming [1], [8]. To navigate 
dynamic RF environments, each JX employs 
Reinforcement Learning (RL) to autonomously adapt its 
position and power based on real-time feedback. To 
address communication limits and data privacy constraints, 
a Federated Learning (FL) framework [9] is integrated 
across the swarm, allowing jammers to collaboratively 
optimize a global model by exchanging compact weight 
updates instead of raw telemetry [10], [11], [12]. 

The integration of RL and FL for distributed GNSS 
jamming offers key EMSO advantages: 
− Resilience. Spatial distribution eliminates single 

points of failure, protecting against hard-kill threats. 
− Adaptability. RL-driven local control allows real-

time optimization of position and power against 
dynamic electronic protection (EP) upgrades. 

− Anti-Jam Evasion. Multiple low-power JXs 
effectively bypass modern protections like Controlled 
Reception Pattern Antennas (CRPA). 

− Communication Efficiency. FL preserves bandwidth 
and privacy by exchanging compact model weights 
instead of raw telemetry. 

Conversely, architecture faces operational challenges, 
including swarm convergence complexity, heterogeneity 
penalties during federated aggregation (due to varying 
hardware/communication limits), and the requirement for 
strict synchronization between JXs to prevent mutual self-
interference. 

The rest of this paper is organized as follows: chapter 2 
presents the literature review, chapter 3 shows the 
architectural design of the proposed approach, chapter 4 
shows the results and discussion, and chapter 5 summarizes 
the core findings of the study. 

2. LITERATURE  

2.1. GNSS OVERVIEW 
Technologies of GNSS have become a crucial part of 
modern infrastructure, with broad applications in 
transportation, telecommunications, scientific research, 
and numerous civilian and military systems. In recent 
years, GNSS is again in the focus because of the recent 
military conflicts around the world. Official GPS interface 
specification documents [13] provide the basis for 
understanding the structure of PTN signals, message 
formats, and the characteristics of individual frequency 
bands. Additionally, authors in [14] addressed GNSS 
modernization and analyzed the development of new 
signals and services, as well as improvements in 

positioning accuracy. New ideas are presented in [15] 
giving attention to multi-constellation GNSS RXs, which 
provide greater positioning reliability and availability in 
complex environments. Finally, authors in [16] 
investigated the application of AI to improve GNSS 
performance, particularly in position estimation and signal-
quality analysis. 

2.2. GNSS INTERFERENCE (JAMMING & 
SPOOFING) 

Signals of GNSS reach the Earth’s surface at extremely low 
power levels, generally below the GNSS RX thermal-noise 
floor, which makes it particularly vulnerable to various 
forms of interference and deliberate attacks. Jamming [17] 
and spoofing [5] are widely regarded as the most serious 
EA threats to reliable GNSS operation. In addition, review 
studies in [18], [19], analyze the effects of interference on 
GNSS RX performance using parameters such as 
automatic gain control (AGC), carrier-to-noise density 
ratio (C/N0), signal spectral characteristics, and in-
phase/quadrature (I/Q) samples. Additionally, authors in 
[20] introduced distributed systems for detecting and 
localizing interference sources, as well as to sensor 
networks for monitoring large geographical areas. Modern 
approaches in [21] increasingly employ AI algorithms for 
the automatic detection and classification of different 
interference types. Although many existing algorithms 
achieve high detection accuracy, most rely on centralized 
data processing, which represents a limitation in 
distributed GNSS systems. 

2.3. REINFORCEMENT LEARNING AND 
FEDERATED LEARNING 

The integration of RL approaches in the domain of GNSS 
technologies represents a fundamental innovation in 
modern EMSO, particularly under conditions of intentional 
jamming and spectrum vulnerability [22], [23]. By 
interacting with dynamic EMS, intelligent autonomous 
unmanned systems can adopt alternative navigation 
strategies and mitigate GNSS loss [24]. This capability 
enables systems to adapt to unpredictable spatial variations 
without requiring predefined, static scenarios. Moreover, 
FL is a modern distributed AI approach that enables 
collaborative model training without exchanging raw data 
among agents. In communication networks, edge 
computing, and distributed systems, FL has been 
successfully applied to distributed spectrum sensing, 
interference classification, and jammer recognition [25]. In 
the GNSS domain, recent studies demonstrate the potential 
of FL for spoofing-attack detection [26], GNSS 
interference classification [27], and the development of 
personalized models for different receivers and operating 
environments.  

Despite substantial progress, the application of RL and FL 
in EMSO for distributed GNSS jamming remains 
underexplored, especially in scenarios involving 
autonomous JXs and real-time data processing. This 
research gap provides the primary motivation for the 
solution proposed in this paper. 
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3. METHODOLOGY  
This chapter defines the proposed simulation model for 
analyzing and improving the AI distributed jamming of 
GNSS RX in the context of EMSO. The system model 
combines RL algorithm for the autonomous positioning of 
N JXs organized in a swarm with a simple FL framework 
to collaboratively watch and evaluate the cooperative EA 
effects. The simulation model defines a two-dimensional 
square, Region of Interest (ROI), 𝒜, centered at the 
coordinate origin, and defined by the set: 

𝒜 = {(𝑥, 𝑦) ∈ ℝ2|− 𝐷
2⁄ ≤ 𝑥 ≤ 𝐷

2⁄ , − 𝐷
2⁄ ≤ 𝑦 ≤ 𝐷

2⁄ } (1) 
where x and y are planar coordinates, and D×D=20×20 km 
are ROI dimensions (empirically chosen for operational 
EMSO level).  

3.1. ROI CONFIGURATION AND 
RASTERIZATION 

The ROI is discretized using a raster grid with a resolution 
step of Δ=0.025 km (empirically chosen for operational 
EMSO level), defining a finite matrix of possible positions 
where the swarm of JXs can exist in. To stand for real 
EMSO deployment limits, the ROI is divided along the y-
axis into two distinct operational zones: 
− Area of Interest (AOI) is a foe territory and the part 

of ROI, resolute for deployment and maneuvering of 
one enemy GNSS RX: 

AOI ∩ 𝒜, ∀𝑥 ≥ 0 (2) 
− Area of Responsibility (AOR) is a friendly territory 

and the part of ROI, resolute for deployment and 
maneuvering of swarm of JXs: 

AOR ∩ 𝒜, ∀𝑥 < 0 (3) 

The fixed GNSS RX is positioned at 𝐱RX = [0, 5], while JXs 
can maneuver in the AOR. At time step t, the position of i-
th (i =1,2, …, N=10) JX is 𝐱𝑖,𝑡 = [𝑥𝑖,𝑡 , 𝑦𝑖,𝑡]. At the beginning 
of simulation (t=0), the JXs start the mission from separate 
positions and can move inside the AOR maneuvering 
boundary (∀𝑥 ≤ −5). Such constraints show the real EMSO 
conditions and help to simulate the swarm jamming 
keeping the minimum distance from GNSS RX. 

3.2. RADIO PROPAGATION MODEL 
The research focuses particularly on GNSS L1 frequency 
band (1575.42 MHz), which power level (PGNSS,RX) at the 
whole ROI randomly fluctuated in the range from -125 
dBm to -130 dBm that is simply presented with Normal 
Gaussian distribution. The jamming signal arriving at the 
targeted GNSS RX position is modeled using a Free Space 
Path Loss (FSPL) propagation model: 

𝐿𝑖 = 20 log10(𝑑𝑖,𝑡) + 20 log10(𝑓) +32.45 (4) 
where Li is signal propagation loss from i-th JX to the 
targeted GNSS RX, 𝑑𝑖,𝑡 = ‖𝐱𝑖,𝑡 − 𝐱RX‖

2
 is the Euclidean 2D 

distance between the i-th JX and the targeted GNSS RX in 
km, f is GNSS RX frequency in MHz, and 32.45 is FSPL 
constant. To guarantee a successful EA, the cumulative 
Jamming-to-Signal Ratio (JSR) at the GNSS RX position 
must satisfy a predefined effectiveness threshold, which is 
set to γJSR=20.005 dB. The critical threshold value (γJSR) 

for effective EA can be observed through the cumulative 
power: 

𝑃J,RX
𝛾

= 𝑃GNSS,RX + 𝛾JSR  (5) 

𝑝J,RX
𝛾

= 10
𝑃J,RX

𝛾

10   (6) 

Next, assuming all JXs transmit with the same power, the 
required uniform power per JX is: 

𝑝𝑡
JX

=
𝑝J,RX

𝛾

∑ 𝑔𝑖
𝑁
𝑖=1

  (7) 

𝑃𝑡
JX

= 10 log10(𝑝𝑡
JX

) (8) 
where 𝑃𝑡

JX is resulting jamming signal at the GNSS RX 
position and 𝑔𝑖 = 10(𝐺𝐽𝑋+𝐺𝑅𝑋−𝐿𝑖 10⁄ ) is the linear path gain 
from i-th JX towards the GNSS RX, where GJX is antenna 
gain of each JX, GRX is antenna gain of GNSS RX and Li 
is defined in equation (4). It is important to note that 𝑃𝑡

JX is 
power term used inside the reward function explained in 
chapter 3.1. 

3.3. OPTIMIZATION VIA RL 
Building upon the foundational concepts proved in our 
prior work [28], the problem of finding the best spatial 
distribution of the JXs is solved by engaging Proximal 
Policy Optimization (PPO) [29] due to its superior stability 
and clipped objective constraints in non-stationary multi-
agent settings.  

State Space (s). Comprises the current coordinates of all 
JXs in the AOR with the boundary restriction, alongside 
the current estimated JSR derived from direct feedback 
loops. The PPO agent was implemented using an actor–
critic neural-network architecture. For each JX, the input 
state is a four-dimensional normalized vector composed of 
the current JX spatial coordinates, the required uniform JX 
power, and the estimated joint JSR at the GNSS RX: 

𝑠𝑖,𝑡 = [
𝑥𝑖,𝑡

𝐷/2
,

𝑦𝑖,𝑡

𝐷/2
,
𝑃𝑡

JX

50
,
𝐽𝑆𝑅𝑡

50
] (9) 

Action Space (a). Defines the permitted directional steps 
of the agent on the raster grid across the four primary basic 
directions (North, South, East, West) with a discrete step 
size of Δd, or a possibility to remain stationary: 

𝑎𝑖,𝑡 = [𝑁(↑), 𝑆(↓), 𝐸(→), 𝑊(←), 𝑆𝑡𝑎𝑦(∙)] (10) 

Reward Function (r). The reward function was designed 
to guide the swarm of JXs toward spatial configurations 
that satisfy the required JSR at the GNSS RX while 
minimizing the required uniform JX power. Each JX 
receives a local reward composed of a shared power-
efficiency term, a local distance-improvement term, a JSR 
tracking penalty, an invalid-action penalty, and a pairwise 
separation penalty. The power-efficiency term encourages 
configurations that reduce the uniform transmit power 
needed to achieve the target joint JSR. The distance-
reduction term encourages each JX to move toward the RX 
within the allowed rasterized maneuvering region. The JSR 
tracking term penalizes deviations from the required JSR, 
while the invalid-movement action and JX-to-JX 
separation penalties enforce motion feasibility and 
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discourage unrealistic JX co-location. A compact form of 
the reward function is: 

𝑟𝑖,𝑡 = 𝑤𝑃(Δ𝑃𝑡) + 𝑤𝑑Δ𝑑𝑖,𝑡 − 𝑤𝐽𝑒𝐽𝑆𝑅,𝑡 − 𝑤𝐵(𝐼𝑖,𝑡
𝑖𝑛𝑣𝑎𝑙𝑖𝑑) − 𝑤𝑆(𝑆𝑡) (11) 

where the power-efficiency reward is product of scaling 
factor (wP=3.0) and power difference (Δ𝑃𝑡 = 𝑃𝑡−1

,𝐽𝑋 − 𝑃𝑡
,𝐽𝑋); the 

distance-reduction reward is product of scaling factor 
(wd=0.75) and distance difference (Δ𝑑𝑖,𝑡 =

𝑑𝑖,𝑡−1−𝑑𝑖,𝑡

∆
); the JSR 

tracking penalty is product of scaling factor (wJ=0.05) and 
JSR mismatch (𝑒𝐽𝑆𝑅,𝑡 =

|𝐽𝑆𝑅𝑡−𝛾|

max (|𝛾|,1)
); the invalid movement 

penalty is product of scaling factor (wB=0.05) and invalid 
movement (when JXs try to leave the allowed maneuvering 
region); the JX-to-JX separation penalty is product of 
scaling factor (wS=0.10) and JXs co-location or unwanted 
clustering. The scaling factors are empirically chosen 
during the training process. 

The PPO network consists of a shared fully connected 
backbone with two hidden layers, each having 96 neurons 
and hyperbolic tangent (Tanh) activation functions. The 
actor head maps the hidden representation to logits over the 
five discrete raster actions (a). A categorical distribution is 
then formed from these logits to sample the JX movement 
action. In parallel, the critic head maps the same hidden 
representation to a scalar state-value estimate used for 
advantage estimation. The PPO network parameters are 
optimized using the Adam optimizer with a learning rate of 
α=3×10-4. Training uses the clipped PPO objective (ε=0.2), 
generalized advantage estimation with ζ=0.97 and λ=0.95, 
a value-loss coefficient of 0.50, an entropy coefficient of 
0.02, and gradient-norm clipping at 0.50. The PPO network 
training was implemented in PyTorch using a custom JX 
swarm environment rather than the OpenAI Gymnasium 
interface. Evaluation is performed with 1000 steps and 
greedy-polish mechanism. The proposed environment 
directly represents the multi-JX raster movement problem, 
RF link-budget evaluation, JSR computation, reward 
calculation, and movement constraints. 

3.4. FL FRAMEWORK FOR JAMMING 
EFFECTIVENESS MONITORING 

Centralized data aggregation between JXs in EMSO could 
be disrupted due to bandwidth constraints, communication 
masking, or the deployment of electronic counter-counter 
measurement (ECCM) assets. To mitigate this weakness, 
we propose an FL framework consisting of the distributed 
JXs as local FL clients. The purpose of the FL framework 
(FL-PPO) is to allow the JXs to improve their PPO policies 
without sending raw local trajectories, observations, 
rewards, or full training data to a central controller - 
aggregator. At the beginning of each federated round (r), 
the aggregator JX broadcasts the current global actor’s 
weights (𝜃𝑖

(𝑟)
← 𝜃(𝑟)) to the other JXs. Each JX then performs 

local PPO training using its own local states, actions, 
rewards, and JSR feedback. After local training, i-th JX 
obtains updated local weights (𝜃𝑖

(𝑟,𝑙𝑜𝑐𝑎𝑙)). Instead of sending 
the full local model or raw training data, each JX computes 
a compact weight increment. Moreover, only increment 
(Δ𝜃𝑖

(𝑟)
= 𝜃𝑖

(𝑟,𝑙𝑜𝑐𝑎𝑙)
− 𝜃(𝑟)) is transmitted to the aggregator JX. 

Although the framework is federated, it still uses central 
aggregation. The difference from conventional architecture 

is that the central aggregator is one of the JX stations. The 
selected aggregator JX performs five main operations: 
− Global model initialization. At round r=0, the 

aggregator JX initializes the global PPO actor model 
(𝜃(0)). 

− Weight-increment collection. After local PPO 
training, each JX sends only its compact update (Δ𝜃𝑎

(𝑟)) 
to the aggregator JX. 

− Compact update compression. The weight 
increments are compressed before transmission with 
top-k FP16 compression.  

− Federated averaging. The aggregator JX periodically 
executes a Federated Averaging routine to compute 
the updated global model parameters: 

Δ𝜃𝑔𝑜𝑙𝑏𝑎𝑙

(𝑟)
=

1

𝑁
∑ Δ𝜃𝑖

(𝑟)

𝑁

𝑖=1

 (12) 

The aggregator JX reconstructs the sparse updates, 
computes their average, and the global model is then 
updated and broadcasted back to the JXs. This 
decentralized pipeline yields system robustness, enables 
collaborative observation of the ESM, and accelerates the 
convergence rate of the RL agents toward globally the best 
spatial coordination within highly fluid EMSO conditions. 

4. RESULTS AND DISCUSSION 
This section presents the simulation results, which were 
conducted to analyze the efficacy of jamming, and the 
prediction of the best locations for distributed JXs (two 
JXs, five JXs and ten JXs towards one GNSS RX). The 
results show that the proposed approach can be used for AI 
distributed jamming of GNSS RX in the context of EMSO. 
The FL-PPO framework can achieve stable convergence 
toward the best locations, with JSR values consistently 
supported within the specified threshold. Visual analysis of 
the agent's trajectories reveals that the model avoids EMS 
inefficient regions, focusing instead on positions that help 
the best JSR. Results of the optimal positions of two JXs 
with FL-PPO framework when GNSS RX is 
asymmetrically positioned are shown in Figure 1.  

 
Figure 1. Optimal position of two JXs with FL-PPO 

when GNSS RX is asymmetrically positioned 

The trajectories shown in Figure 1 demonstrate how the 
JXs focus on maneuvering toward the GNSS RX 
coordinates, optimizing their positions to maximize the 
JSR while minimizing transmit power. Results of the 
optimal positions of five JXs with FL-PPO framework 
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when GNSS RX is asymmetrically positioned are shown in 
Figure 2. 

 
Figure 2. Optimal position of five JXs with FL-PPO 

when GNSS RX is asymmetrically positioned 

It can be noticed that the higher density of JX trajectories 
occurs near the GNSS RX which confirms the FL-PPO 
framework adaptation when GNSS RX is asymmetrically 
positioned. Figures 1 and 2 show that the asymmetric setup 
shifts optimal JX locations toward the displaced GNNS 
RX, proving the proposed approach dynamically adapts to 
varying GNSS RX geometries rather than converging to 
fixed configurations. The improvement in the proposed 
approach can easily be seen with scenario when ten JXs are 
engaged, that is presented in Figure 3. 

 
a) 

 
b) 

Figure 3. Optimal spatial distribution of ten JXs using 
FL-PPO: a) GNSS RX at the ROI center, and b) GNSS 

RX asymmetrically positioned at (0,5). 

Figure 3 illustrates the optimized spatial deployment of ten 
JXs under two GNSS RX placement scenarios using the 

FL-PPO framework. It can be noticed that the spatial 
distribution contours confirm that individual JXs 
autonomously place themselves to avoid overlapping 
redundancies, ensuring a uniform JSR coverage over the 
GNSS RX position. During evaluations of edge cases (JXs 
were initialized at the border of the ROI), the FL-PPO 
framework successfully guided isolated JXs toward the 
globally optimal positions. The results demonstrate that the 
FL-PPO framework balance effectively from small 
configurations to larger JX’s swarms, successfully 
satisfying joint JSR while minimizing transmit power 
through cooperative spatial positioning. These properties 
of the FL-PPO framework support findings and emphasize 
that RL models can outperform traditional heuristic and 
deterministic search algorithms in situations with 
expansive search domains or dynamically changing 
conditions [12], [22]. This can be supported by quantitative 
comparison shown in Table 1. 

Table 1. Quantitative comparison. 

Method N 
JX RX 𝑷𝒕

𝐉𝐗/JX, 
[dBm] 

Mean 
𝑑𝑖,𝑡 

[km] 

“greedy-
polish” 
steps 

PPO 
2 

(0,0) -6.67 5.5901 18 
(0,5) -6.39 6.0443 78 

FL-PPO (0,0) -6.67 5.5917 63 
(0,5) -6.63 5.6801 104 

PPO 
5 

(0,0) -10.59 5.7153 97 
(0,5) -10.31 6.0822 221 

FL-PPO (0,0) -10.59 5.7153 200 
(0,5) -10.42 5.9085 206 

PPO 
10 

(0,0) -13.58 5.7332 146 
(0,5) -13.17 6.2686 212 

FL-PPO (0,0) -13.58 5.7330 180 
(0,5) -13.22 6.1712 222 

Table 1 demonstrates that FL-PPO framework achieves 
same or better spatial optimization and jamming 
effectiveness to centralized PPO, especially in the scenario 
when GNSS RX is asymmetrically positioned. Despite its 
advantages, the FL-PPO framework introduces a minor 
heterogeneity penalty. Specifically, in the ten JXs swarm 
scenario, the FL-PPO framework required 23% more total 
evaluation steps to achieve a stable spatial convergence 
when GNSS RX is symmetrically positioned, and 5% when 
GNSS RX is symmetrically positioned. Such delay in 
global model synchronization is an expected trade-off, 
attributed to the periodic nature of the federated weight 
aggregation phase compared to the continuous, immediate 
centralized updates. 

5. CONCLUSION 
This paper introduced a FL-PPO framework for 
autonomous distributed GNSS jamming using PPO-based 
local control and a peer-selected aggregation JX. By 
exchanging only compact model-weight increments rather 
than raw trajectory data, the architecture eliminates central 
dependence while maintaining communication efficiency. 
Simulation results confirm that both PPO and FL-PPO 
frameworks successfully adapt jammer deployment to 
target geometries—converging symmetrically for centered 
GNSS receivers and shifting dynamically toward 
asymmetric placements to minimize transmit power while 
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satisfying target JSR constraints. While the FL-PPO 
framework introduces a slight delay in convergence 
compared to a centralized PPO, it provides critical 
advantages in tactical EMSO: immunity to single-point 
communication failures and the ability to dynamically 
adapt to asymmetric target geometries. Furthermore, 
scalability tests demonstrate that the FL-PPO framework 
effectively coordinates larger swarms. The primary 
contribution lies in merging distributed spatial 
optimization with federated weight-sharing for 
communication-constrained environments. Future work 
will incorporate terrain-induced multipath propagation, 
dynamic jamming power and receiver mobility over 
predefined trajectory, network latencies, and hardware-in-
the-loop validation. 
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